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SUMMARY
Data Scientist with hands-on experience in machine learning, neural networks, and big data analytics. Proficient in Python, R, SQL, Apache Spark, and Azure; developed predictive models and intelligent automation for data validation and workflow optimization, achieving 95.5% validation accuracy.
EDUCATION

University at Buffalo - SUNY | Master's, Data Science and Applications 	 August 2024 - December 2025
Coursework: Statistical Data Mining, Probability and Data Analysis, Machine Learning, Cybersecurity and Ethics, Python
Dr. Babasaheb Ambedkar University, DITMS | Bachelor of Computer Application	July 2019 - October 2022
Coursework: Object Oriented Programming, DBMS, Principles of Management, Industrial Economics
SKILLS

· Programming & Scripting Languages: SQL, Python, HTML/CSS, R, FastAPI, REST APIs.
· Databases: MySQL, SQL Server Management Studio, Oracle, MongoDB, PostgreSQL, Snowflake.
· Big Data & Cloud Platforms: Apache Spark, BigQuery, Azure, AWS (SageMaker, ECS, S3), Apache Airflow, Docker.
· Data Visualization & BI: Tableau, PowerBI, Plotly Dash, Excel.
· Data Analysis: Machine Learning, Business Analytics, EDA, Data Preprocessing, Data Wrangling, ETL, Pandas, NumPy.
PROFESSIONAL EXPERIENCE

Media Sales Plus | Applied NLP & Data Science Intern                                                                     September 2025 - December 2025                                                                                        
· Integrated and fine-tuned GPT 4o Full into Python-based OCR + NLP pipelines, achieving 98% accuracy in detecting anomalies.
· Developed a Streamlit interface for human in the loop validation, improving accuracy and turnaround efficiency by 40%.
· Partnered with stakeholders to define AI rule profiles, ensuring data integrity and scalability, creating 8 general business rulesets.
· Processed 600 text files to train an LLM, enhancing text consistency and rule based automation performance.
· Developed a React frontend and dashboard for an LLM-powered OCR/NLP validation platform, integrating AI outputs with Python/FastAPI backend services to deliver end-to-end review workflows.
Choudhary Plastic | Data Analyst – Operations                                                                                                      November 2022 - July 2024
· Created and automated PowerBI dashboards (DAX, Power Query) to track recycling KPIs and throughput, improving operational efficiency 25%.
· Analyzed 1,500+ production and process records to identify bottlenecks and trend drivers, reducing cycle delays and improving workflow utilization.
· Wrote complex SQL queries, joins, aggregations, and reporting views to standardize operational reporting and improve data accuracy across teams.
· Orchestrated Python scripts using Pandas and NumPy to cleanse, validate, and aggregate operational datasets, delivering weekly reports to stakeholders, which supported process improvements and increased efficiency by 5%.
  Choudhary Plastic | Data Analytics Intern (Power BI)					            September 2022 - October 2022
· Designed Power BI reports and Excel models to monitor daily operations (scrap rate, output, downtime), reducing manual reporting time by 35%.
· Cleaned and transformed 20k+ rows using Power Query/Excel, improving refresh reliability and data readiness for dashboards.
· Partnered with operations leads to define requirements and deliver 6 crucial operational KPI visuals represented in weekly reviews.
PROJECTS

     AI-Driven Merchant Risk Intelligence Platform	 December 2025 - March 2026
· Built a production grade Merchant Risk Intelligence Platform using Python, SQL, Snowflake, and SageMaker that ingests merchant transaction data, generates 15-minute merchant snapshots, and trains ML models for next 24 hour bad outcome / fraud risk with score, band, model version, and timestamp outputs.
· Automated production inference and MLOps: snapshots are scored automatically, predictions are persisted via API-backed services, and the system includes versioned artifacts, scheduled retraining, monitoring, and drift / data-quality checks across the 24x7 pipeline.
· Designed a 3 layer architecture: ingestion (raw → fact in Snowflake), features (fact → snapshots), and ML (time split SageMaker training → scoring → API serving), with the model beating the heuristic baseline on unseen holdout data.
Neural Network Implementation and Model Evaluation | University at Buffalo			       January 2025 - April 2025
· Engineered a feedforward neural network (forward & backprop) from scratch, achieving 95.5% validation accuracy with optimal hyperparameters.
· Conducted CNN based image classification, utilized confusion matrices to diagnose class imbalance and Built performance visualization.
